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Abstract: A method has been developed for controlling the error in
Monte Carlo calculations for realistic image synthesis. An error metric
has been created that can be used to control the variance in the final
picture by choosing both the number of rays to be cast into the image
plane and the number of rays to be spawned at each bounce in the
environment. The method provides specific guidance in how to apply
Russian Roulette and splitting at each level of the ray tree. An initial
implementation of the method has been done to test the theory and to
illustrate how it works.

1 Introduction

Realistic image synthesis has focussed almost exclusively on producing “perfect”
pictures that are indistinguishable from photographs of real scenes. Artifacts of
any kind are considered to be unacceptable and comparisons have even been
made between a computer generated image and the picture formed on the ground
glass of a view camera [9]. Computation of an image is not considered to be
complete until all obvious imperfections have been removed. From the start, this
has been the objective of synthetic image generation.

Recently it has become clear that in many cases perfection is not an obtain-
able or even desirable goal for image synthesis algorithms. As computer gener-
ated pictures are archived, transmitted, and even merged with images obtained
using traditional imaging devices, they are subjected to the same compression
techniques and transmission schemes that are used on photographs, movies, and
videos. These compression and transmission algorithms reduce file size and chan-
nel bandwidth by introducing errors into the picture that the visual system can
not detect. Understanding the nature of this error and being able to control
it in image synthesis algorithms could reduce the amount of time necessary to
compute an image, whether or not it is eventually compressed or transmitted.

An example of distortion that the visual system is unable to detect is quan-
tization error when masked by the presence of high spatial frequency detail.
Compression algorithms exploit this by obtaining a Fourier representation for
the image and then quantizing the high frequency coefficients. An image synthe-
sis algorithm has been developed that capitalizes on this idea by using a crude
method to introduce error into the calculation of the high spatial frequency terms
of a discrete cosine image representation [3]. Another type of error to which the
visual system has low sensitivity is noise in low or high frequency regions of a
picture. This is illustrated in Figure 1 where noise of increasing contrast first ef-
fects the middle range of the contrast sensitivity function before it has an impact
on the low or high frequency regions. Stochastic sampling employing a Poisson
disk distribution [4] has been used to trade aliasing for low frequency noise.



Contrast sensitivity illustration with increasing amounts of noise after Daly,
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This paper develops a metric that can be employed to accurately character-
ize the error that occurs when Monte Carlo simulation techniques are used to
create a synthetic image. aving an error metric makes it possible to take the
derivative of this function and find its minimum. The error metric can then be
utilized to either keep distortion below visual threshold or hide it by exploit-
ing visual masking. The paper is divided into five additional sections. Section

reviews the previous work that has been done to quantify the error in image
synthesis calculations. n Section 3 an equation that gives the accuracy of Monte
Carlo simulations is derived, and the two main Monte Carlo techniques, split-
ting and Russian Roulette, are introduced. Sections 4 and  then show how to
apply splitting and Russian Roulette in the context of image synthesis. Section

describes the practical implementation of the method and Section  discusses
the results.

r lou or

Monte Carlo raytracing was first introduced by ajiya as a method for solving
the rendering equation [ ]. n his landmark paper ajiya first broached the issue
of how many rays to spawn from each surface intersection. e noted that bushy
ray trees were inefficient because they spent too much e ort sampling the depths
of the ray tree where the contribution is smallest. e suggested path tracing as



an alternative.

The number of rays to spawn from surface intersections was further explored
by Arvo and irk [1]. n their paper they brie y introduced the concept of split-
ting spawning many rays from each surface intersection and Russian Roulette

probabilistically terminating rays . They also suggested that Russian Roulette

be applied after the weight of a ray drops below some fixed threshold. Although
they did not give any specific guidelines for the use of splitting, they did note that
splitting can be more efficient than path tracing under certain circumstances.

The question of how to quantify the accuracy of computer graphic renderings
has received surprisingly little attention within the literature. ne work in this
area is that of Arvo [ ]. n their paper they outline a general framework
for the analysis of error. This discussion, however, was largely focused on the
radiosity method.

ee, Redner and Uselton 19  discuss the accuracy of distributed ray trac-
ing, but limit their analysis to the image plane [ ]. n their paper they show that
the variance of the intensity estimate at a pixel is equal to the variance of the
incident radiance divided by the number of samples taken within a pixel. The
algorithm they describe makes use of this fact by computing a variance estimate
in the image plane and uses it to determine when the accuracy of the pixel has
been computed to a given threshold.

rror o ont ro 1 u tion

n this section an equation is developed that describes the accuracy of Monte
Carlo simulations. A significant portion of this section and part of Section 4 1s
largely derived from the work of ahn [ ] and Mikhailov [1 ]. n his paper ahn
outlined the basic principles discussed here for a simple function of two variables.
Mikhailov expanded this result to an arbitrary number of variables for splitting.
The following sections extend their results to an arbitrary number of variables
for Russian Roulette, allow the intermixing of splitting and Russian Roulette,
and account for terminations.

Monte Carlo is an integration technique that is used to approximate the ex-
pected value or mean of functions. This is accomplished by randomly assigning
values to the variables of a function in order to produce samples of the function.
These samples are then averaged to determine the approximate expected value.

n order to describe the accuracy of Monte Carlo ray tracing let us first
cast it in a functional form. The radiance of a sample in the image plane can

be viewed as the evaluation of the function ... . n this expression
represents the position of the sample in the image plane, indicates the
direction of the ray spawned from the first surface intersection, specifies the

direction of the ray spawned from the second intersection, and so on. n general,
the number of variables present in this representation is given by the number of
levels of recursion in the ray tree plus an additional variable for the image plane
location.

The intensity of a pixel is given by the expected value [ ] of this function
across the pixel. n a Monte Carlo simulation this value is approximated by



averaging random samples taken across the pixel

[ ] = !

This technique is known as path tracing in the computer graphics literature [ ].
Since Monte Carlo integration is inherently a random process, its accuracy
is expressed in terms of variance. The variance [ ] of a function is given by

(11 Il

The accuracy of the Monte Carlo approximation at a pixel is related to both the
variance of the function that is being sampled and the number of samples

[l — T[] 3

This well known expression states that the variance of the pixel intensity is equal
to the variance of the function being sampled divided by the number of samples
taken. This expression implies that if we know the variance of |, then the number
of samples required to obtain a desired accuracy [ ] in the image plane is

u .

[]

The discussion thus far has assumed that a single ray is spawned from each
surface intersection. owever, what is the e ect on the variance of spawning more
or less than one ray from each surface This is one of the primary questions that
this paper seeks to address.

n order to evaluate the e ect of spawning at the various levels of the ray
tree, we must first be able to express the overall variance in terms of the variance
at each level of the tree. The expression that allows us to do this is

(r o1 ° 1

This expression states that the variance of a function is equal to the variance of
the expectation of given  plus the expectation of the variance of given
For Monte Carlo ray tracing, the first term can be thought of as the variance
within a pixel given that the radiance is exactly computed at each location. The
second term represents the average variance of the rays spawned from the first
surface intersection. f we apply this expression recursively we have

[] [ ] [ 1 ] ] [ 1 ]

where [ ] ] ] is given by calculating the expected value
of given variables , computing the variance of this expectation across
all values of with variables fixed, and finally evaluating the ex-
pected value of this variance over all possible values of . More simply
put, this is the expected variance incurred by the — variable in the function.
This equation implies that for the case of path tracing, the variance of is equal
to the sum of the variance across the pixel and the variance incurred at each
level  of the ray tree.



The technique known as in the Monte Carlo literature involves taking
more than one sample of a variable for a single sample of a previous variable.
The value returned is the average of these samples. For a simple function of two
variables, this can be described as

1

This process i1s analogous to spawning multiple rays from a surface for each
incident ray. n this case the variance of the function given the first variable is
reduced by a factor of —

[ 1 — 10 1

nly the last term in quation is a ected by this process and the variance of
becomes

(r = 11 9

Therefore the overall variance has been reduced, but at the expense of additional
samples. This technique make sense when the [ ] is high compared to

[ ]

is an alternative technique which seeks to increase the efficiency
of the simulation by killing o unimportant rays. Thus, for a given sample of
a prior variable, we may with some probability decide to discontinue sampling
and simply return . therwise, we sample the variable and increase the weight
of the sample to avoid introducing bias. The new function can be represented as

with probability 1
with probability 1

This has the e ect of increasing the variance by a factor of — plus an additional
factor that is related to the square of the expected value of the ray
1 1
[ I — 0 1 — 1 1 11

The net result on the variance of is

(r o o1 =01 [ 1 1

Thus, the overall variance has been increased but the expense has been reduced.
This technique makes sense when both [ ] and [ ] are small
compared to [ ]



n general we would like to establish an expression for [ ] that allows an ar-
bitrary number of variables with either splitting or Russian Roulette performed
at the various levels of the ray tree. This equation can be derived by recursively
applying quations , and 11. This yields the result that

[] Lot 13

where specifies the splitting rate or the Russian Roulette R.R. probability

at level

no R.R. at 1
R.R. at 1

and for
no R.R. at or 1
R.R.at |, no R.R. at 1
no R.R. at |, R.R. at 1
R.R.at and 1.

This expression has been simplified by assuming

[ ]
[ ] ] for
[ ] for

This equation is significant because it provides a complete categorization of the
variance of Monte Carlo ray tracing based on the variance of the environment
and the sampling that is being performed at each level of the ray tree.

ti u ittin nd u 1n ou tt

The computer graphic literature has previously described the number of rays to
spawn at a given level of the ray tree in a somewhat ad hoc fashion. The number
of rays to spawn is usually described as one path tracing or many, where some
number has been determined to be good enough. When Russian Roulette
is described it is usually applied after a fixed number of bounces or when the
weight of a ray drops below some fixed threshold. As it turns out, we can do
better.

n order to derive the optimal number of rays to spawn at a given level of the
ray tree, we must first establish a quality metric. The quality metric described
by ahn [ ] and used in various places within the Monte Carlo literature is

[] 14

An algorithm is considered optimal if it produces a minimal . This means
that it is producing the most cost e ective variance reduction. Since the cost of



casting a new ray at each level of the ray tree is essentially equal, the cost can
be expressed as

1 1

eriving the optimal number of rays to spawn for a function of two variables
is easily obtained by di erentiating [ ] with respect to | setting the
result to and solving for . The extension of this result to an arbitrary number
of variables is provable by induction. The result is that the optimal number of
rays to spawn at any given level of the ray tree is described by the relation

The application of this formula is complicated by the fact that and

are dependent on whether Russian Roulette is being performed at levels 1,
and 1. owever, whether Russian Roulette or splitting should be applied and
at what levels is exactly what we are trying to compute. A simple trick can be
used to solve this problem. We start at level 1 and work toward increasingly deep
levels. At each level we assume that Russian Roulette is being applied at this
level and level 1. f is less than 1 we progress to the next level. owever,
if is greater than or equal to 1 then we should not be doing Russian Roulette
at this level. We then recurse backwards to level 1 and recompute . f

was less than 1 and is now greater than 1 continue backwards. therwise,
progress back up to level  computing the final ote it is possible to
have less than 1 and yet have Russian Roulette be invalid. This can occur
when the expected value is too large to allow Russian Roulette even though

n this case should be set to 1. .

r in tion

The preceding discussion assumed that rays from a given level of the ray tree
always propagate to the next level. owever, this is rarely the case. Rays can
terminate at any level of the ray tree by striking light sources or escaping from
the environment. This fact must be taken into account in order to derive the
final expression for the variance and optimal spawning rates.

Terminations can be accounted for by observing that the variance added by

the — bounce of the ray tree is zero for rays that terminate at level 1.
Therefore, the expected value of the variance at level  taken over all rays at
level 1 is equal to the percentage of rays that reach level from level 1

times the expected variance taken over only the rays that intersect a surface at
level . This relationship allows us to re-express quation as

I [ ] 1

where [ ] is the expected variance across the rays from  which intersect a
surface at level 1 of the ray tree. The complete expression for [ ] that accounts
for terminations can be derived by recursively applying quations ;11 and 1 .
This yields the result that

[] — — 1



where

no R.R. at 1
R.R. at 1

and for
no R.R. at or 1
R.R.at | no R.R. at 1
no R.R. at | R.R. at 1
R.R.at and 1.

n this expression the terms and are calculated over only the rays

which successfully propagate to level — of the ray tree.

The e ect of terminations on the optimum splitting and Russian Roulette
formula can be derived by noting that cost is reduced by the presence of termi-
nation. The new expression for the cost is

1 19

The optimal number of rays to spawn at a given level can by derived by solving
for that minimizes [ ] as before. This yields the result that

where we have re-used the definition of from quation 13 with the modifi-
cation that the terms and are calculated over only the rays which
successfully propagate to level  of the ray tree.

I nt tion

An implementation was developed to illustrate and test the theory described in
the preceding section. This algorithm uses the mean radiance across the spectrum
as its primary quantity of interest. The basic approach of the algorithm is to use
a set of pilot samples to estimate the optimal number of rays to spawn on a
per-pixel basis at each level of the ray tree. Based upon the number of rays to
be spawned, the variance in the image plane is estimated. This variance is then
used to determine the number of rays that must be cast through each pixel in
order to reach a specified tolerance. After this is accomplished the final sampling
is performed using the optimal spawning rates. The net result is a method that
can render an image to any specified tolerance using the most e ective spawning
rates at each level of the ray tree.

The algorithm receives as input the pilot sampling rate and target variance
within the image plane. Because the algorithm must calculate the variance at
each bounce of the ray tree, the pilot sampling rate must spawn many rays from
each surface intersection. owever, this number can usually be attenuated at the
deeper levels of the ray tree since more rays are typically present at these levels.

As pilot samples are taken within each pixel, the variance of these samples is
calculated to yield [ ]. Additionally, at each surface intersection the variance



and the expected value squared is calculated for the rays spawned from the in-

tersection point. This corresponds to the terms [ Jand [ ] when com-
puted at the first level of the ray tree and | Jand | ]

when computed at the — level of the ray tree. These values are averaged with
the variance and expected values from all other surface intersections at the given
level to yield [ ] and [ ] . Additionally, during
the pilot sampling stage the ratio of the number of rays spawned at level 1

to the number of rays that intersect a surface at level is calculated to estimate

After all the pilot samples have been taken at a given pixel we can now
estimate the term. The expression that allows us to do this comes from
quation 9. tis

[1 — [ ] 1

and for

where is the pilot spawning rate at level
At this point we have all the necessary terms to calculate the optimum split-
ting and Russian Roulette rates at each level of the ray tree. This is done by using
quation . The variance at the image plane can then be calculated based on
this new splitting rate using quation 1 . The number of initial rays necessary
to reach a specified tolerance can then be derived from quation 4. Finally, we
cast the specified number of initial rays, use the optimum splitting and Russian
Roulette rates at each level of the ray tree, and compute the pixel intensity.

A few words should be said about the practicality of the method just de-
scribed. n general it is as expensive to compute the necessary variances and
expected values, as it is to compute the final radiance at a pixel. Therefore,
this system was implemented primarily to illustrate and evaluate the theory de-
scribed in the preceding sections. owever, the practical benefits of this method
can be seen if one considers that a large number of samples are necessary in any
Monte Carlo rendering. Therefore, it makes sense to use a portion of the total
number of samples to estimate the optimum sampling rates. These estimated
rates can be used to bias the original guess toward the optimum rate, where the
amount of bias should be based on the size of the pilot set.

ut

The mountain scenes illustrated in Figure provide a good illustration of
the nature of the optimum sampling and spawning rates. The images and the
sampling rates were computed using the method just described. n the left
of this picture the final rendered images of a high and low frequency fractal
mountain are shown. The middle panels show the optimal number of initial rays
to cast at each pixel. The images on the right show the optimal number of 1—
bounce rays to spawn from the surface contained within that pixel. The color
scale is linear, with fully saturated red indicating the point of maximal sampling.



ow and high fre uency mountains and optimal sampling rates.

t is interesting to note that the interior of the low frequency mountain re-
quires very few pixel samples but should have many rays spawned from each
surface intersection. This is because the variance across the pixel is very
small compared to the variance of the rays spawned from the surface

which either escape or hit a bright light source . This is the relationship de-
scribed in  quation
n the other hand, the high frequency mountain and the edges of the low fre-
quency mountain have a higher variance within the image plane. This decreases
the ratio of quation  and reduces the optimal number of rays to spawn from
the surface. Since there are less rays spawned from the surface and the variance
in the image plane is large, the variance of the initial rays [ ] will be large
and therefore require a greater number of rays to reach the specified tolerance.
ne may notice that there are areas of high surface spawning within the interior
of the high frequency mountain. This is the result of the fact that variances
are calculated on a per pixel basis and regions of smoothness within the high
frequency mountain are similair in nature to the interior of the low frequency
mountain.

The radiosity box shown in Figure 3 serves to further illustrate the point. For
this image the optimal splitting and Russian Roulette rates are illustrated. The
Monte Carlo rendered radiosity box is on top. The middle panels from left to
right indicate the optimal number of rays to cast in the image plane, on the first
bounce, and on the second bounce. All values are relative to the pixel at which
the ray tree is rooted. ncreasing splitting and Russian Roulette is indicated by
increasing red and blue intensity respectively. The bottom panels have had a
logarithmic contrast function applied to enhance the visibility of detail.

Within the panels we see that the sampling rate for the initial rays is highest
around edges and predominantly around the bright light source. The greater
sampling rate at the front edge of the light source than at the back occurs because
the variance across a pixel depends on the fraction of the pixel covered by the
light source. The middle panel illustrates the spawning rate at the first bounce.



Monte Carlo rendered radiosity bo and optimal sampling rates. The bottom
images are contrast enhanced initial and first bounce rates.

Since the variance across the image plane is low, this first bounce spawning rate
is high on the oor and walls because they have a good chance of striking the
light source. The panel on the far right is perhaps the most interesting. n this
panel Russian Roulette is being applied on the oor and walls. This is because
on the first bounce rays originating from these regions had a high variance, but
on the second bounce, the variance and expected value of rays from these regions
is beginning to decline due to attenuation and termination. Therefore, the ratio
of quation  is less than 1 and Russian Roulette is applied. The ceiling and
areas that are in shadow, however, had no chance to hit the bright light source
on their first bounce and therefore had a low first bounce variance. The rays that
originated from these regions and are on their second bounce now have a chance
to strike the light source. As a result the second bounce variance increases and
splitting is applied.

onc u ion

An equation has been derived that describes the accuracy of Monte Carlo calcu-
lations in realistic image synthesis. This equation can be used to determine the
optimal number of rays to spawn at a given level of the ray tree. This includes
the decision to perform either splitting or Russian Roulette. An implementation
was done to test the theory that had been developed. The pictures that were



generated are consistent with the results that were expected in each case. These
images also provide an interesting insight into how an optimal ray tracer should
perform.

Although a practical implementation of the method has not been achieved,
it does provide guidance in how to use a portion of the early samples in a Monte
Carlo simulation to direct the remainder of the calculation. t also shows how
to control variance by making adjustments not only in the number of initial
rays cast, but also in the number rays spawned at subsequent bounces in the
environment. This includes more specific advice about how to apply Russian
Roulette and splitting than has been available thus far in the computer graphics
literature.
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