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Large -scale Data is Everywhere!

Á There has been enormous data 
growth in both commercial and 
scientific databases due to 
advances in data generation and 
collection technologies

Á New mantra

Á Gather whatever data you can 
whenever and wherever 
possible.

Á Expectations

Á Gathered data will have value 
either for the purpose collected 
or for a purpose not 
envisioned.

Computational Simulations

Business Data

Sensor Networks

Geo-spatial data

Homeland Security
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Why Data Mining? Commercial Viewpoint

Lots of data is being collected 
and warehoused 

ï Web data

ÉYahoo has 2PB web data

ÉFacebook has 400M active users

ï purchases at department/
grocery stores, e-commerce

É Amazon records 2M items/day

ï Bank/Credit Card transactions

Computers have become cheaper and more powerful

Competitive Pressure is Strong 

ï Provide better, customized services for an edge (e.g. in 
Customer Relationship Management)
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Why Data Mining? Scientific Viewpoint

Data collected and stored at 
enormous speeds

ï remote sensors on a satellite

ÉNASA EOSDIS archives over 
1-petabytes of earth science data / year 

ï telescopes scanning the skies
ÉSky survey data

ï High-throughput biological data

ï scientific simulations

É terabytes of data generated in a few hours

Data mining helps scientists

ï in automated analysis of massive datasets

ï In hypothesis formation
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Data guided discovery - A new scientific paradigm ?

Why Data Mining? Scientific Viewpoint
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1989 : IJCAI Workshop on Knowledge Discovery in Databases

1991-1994 : Workshops on Knowledge Discovery in Databases

ï 1995 : First KDD Conference

1999-2000 : AHPRC Workshops on Mining Scientific Data Sets

2001: SIAM First International Conference in Data Mining

Past decade has seen a huge growth of interest in mining data in a 

variety of scientific domains

Mining Scientific Data - History

Social Informatics

Ecoinformatics

Geoinformatics

Chemo Informatics

Astroinformatics

Neuroinformatics

Quantum Informatics

Health Informatics

Evolutionary Informatics

Veterinary Informatics

Organizational Informatics

Pharmacy Informatics
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Astronomy

Vast amounts of data collected in astronomical surveys is increasingly

being analyzed by data mining methods.

ÅSzalay et al 2001, Burl et al 1998, Kamath et al 2001, Odewahn et al1992

Illustrative Applications
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NASA scientists are using satellite 

data gathered from remote 

locations (such as Kilimanjaro) to 

discover changes in the global 

climate system. 

Satellite images and data, such as the 

one above of the Vatnajökull Glacier in 

Iceland, assist researchers in tracking 

teleconnections. 

Researchers are using data mining to 

track the impact of natural disasters, like 

hurricanes (above), on the global carbon 

cycle. 

Illustrative Applications

Mining Climate and Eco -system Data
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Biological Sciences
Illustrative Applications

Gene expression data
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Health Sciences

The researchers in Mayoôs 

METRIC lab are data 

mining to define best 

practices in critical care. 

Illustrative Applications

Data Mining PhD student Rohit Gupta was selected 

to present his work on "Colorectal cancer despite 

colonoscopy" in the clinical science plenary session 

in DDW 2009, an international conference on 

gastroenterology recently held in Chicago and 

attended by more than 15,000 GI professionals. 
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Social and Political Sciences

Skillicorn and his team analysed the usage patterns 

of 88 deception-linked words within the text of recent 

campaign speeches from the political leaders. 

Enron email dataset 

Illustrative Applications
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Sample of Books on Mining Scientific Data
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Data Mining for Biomedical Informatics

Á Recent technological advances are helping to 
generate large amounts of clinical and genomic 
data

- Biological data sets
- Gene & protein sequences; Microarray data; 

Single Nucleotides Polymorphisms (SNPs); 

Biological networks; Proteomic data; Metabolomics data

- Electronic Medical Records (EMRs)
- IBM-Mayo partnership has created a DB of over 6 million 

patients

Á Data mining offers potential solution for analysis 
of this large-scale biomedical data
Å Novel associations between genotypes and phenotypes

Å Biomarker discovery for complex diseases

Å Prediction of the functions of anonymous genes

Å Personalized Medicine ïAutomated analysis of 
patients history for customized treatment

Increasing gap between genome sequences and 

functional annotations [Meyers August 2006]

SNP PPI Data

Cost of sequencing has reduced dramatically

Gene Expression 

Data

Source: www.synthesis.cc
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Challenges in Analyzing Biomedical Data

Å High dimensionality in the number of attributes (genes, SNPs) and 
relatively low sample size
ï Difficult to find statistically significant results 

Å e.g., associations between gene(s) and disease phenotype

Å Heterogeneous data
ï Structured and unstructured data elements, different types of data attributes

Å e.g, gene expression data, networks and pathways, lab tests and pathology reports

Å Data is noisy, error-prone and has missing values
ï Difficult to discover true structure due to poor data quality

Å Different biological data types provide complimentary but limited 
information
ï Need to develop approaches that integrates multiple data sets
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Case studies

1. Discovering novel associations among SNPs and disease 
phenotypes
Å Addressing issue of high dimensionality

2. Subspace differential co-expression analysis for discovering 
disease subtypes
Å Addressing the issue of high dimensionality and genetic heterogeneity

3. Error-tolerant pattern mining based biomarker discovery for 
breast cancer metastasis
Å Addressing issue of data noise

1. Modeling functional inter-relationship among gene 
annotations for improving protein function prediction
Å Addressing complex functional annotation structure of biological 

entities
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Case Study 1 :

Discovering SNP Biomarkers

Å Given a SNP data set of Myeloma patients, find a combination of 

SNPs that best predicts survival.

Å 3404 SNPs selected from various 

regions of the chromosome

Å 70 cases (Patients survived shorter 

than 1 year)

Å 73 Controls (Patients survived longer 

than 3 years)

cases

Controls

3404 SNPs

Complexity of the Problem:
ÅLarge number of SNPs (over a million in GWA studies) and small sample size

ÅComplex interaction among genes may be responsible for the phenotype

ÅGenetic heterogeneity among individuals sharing the same phenotype (due to 
environmental exposure, food habits, etc) adds more variability

ÅComplex phenotype definition (eg. survival)
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Case Study 1: 

Issues with Traditional Methods

Top ranked SNP:

-log10P-value = 3.8; Odds Ratio = 3.7ÅEach SNP is tested and 

ranked individually

ÅIndividual SNP 

associations with true 

phenotype are not 

distinguishable from 

random permutation of 

phenotype

However, most reported associations are not robust: of the 166 putative associations which 

have been studied three or more times, only 6 have been consistently replicated.

Van Ness et al 2009
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Differential Expression (DE)

ï Traditional analysis targets 

changes of expression level

Differential Coexpression (DC)

ï Changes of the coherence of 

gene expression 

Combinatorial Search

Genetic Heterogeneity 

ï calls for subspace analysis

[Silva et al., 1995], [Li, 2002], [Kostka & Spang, 2005], 

[Rosemary et al., 2008], [Cho et al. 2009] etc.

Case Study 2:

Discovering Multi -Gene Biomarkers

[Eisen et al. 1999] [Golub et al., 1999], [Pan 2002], 

[Cui and Churchill, 2003] etc.



© Vipin Kumar SDM ïApril 2010 18

An Example Subspace Differential Coexpression Pattern 

from lung cancer dataset

Enriched with the TNF/NFB signaling pathway

which is well-known to be related to lung cancer

P-value: 1.4*10-5 (6/10 overlap with the pathway) 

[Fang et al PSB 2010]

Three lung cancer datasets [Bhattacharjee et al. 

2001], [Stearman et al. 2005], [Su et al. 2007]

Case Study 2:

Discovering Multi -Gene Biomarkers
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Case Study 3:

Biomarker discovery using error - tolerant patterns
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Á Association pattern mining  is a potential 

approach to discover multiple markers, 

however,

Å Too many spurious patterns at low support level

Å True patterns cannot be found at desired level of 

support as they are fragmented due to random noise

Á Possible solution:  Error-tolerant patterns
Å These patterns differ in the way errors/noise in the 

data are tolerated
Å [Yang et al 2001]; [Pei et al 2001]; [Seppanen et al 2004]; [Liu et al 2006]; 

[Cheng et al 2006]; [Gupta et al., KDD 2008]; [Poernomo et al 2009]

(See Gupta et al KDD 2008 for a survey)



© Vipin Kumar SDM ïApril 2010 20

Case Study 3:

Error - tolerant vs. traditional Association patterns

ÁGreater fraction of error-

tolerant patterns enrich at 

least one gene set (higher 

precision)

ÁGreater fraction of gene 

sets are enriched by at least 

one error-tolerant pattern 

(higher recall)

Á Four Breast cancer gene-expression data sets are used for experiments:

GSE7390 GSE6532 GSE3494 GSE1456

+ + +
158 cases

ÁCases: patients with metastasis within 5 years of follow-up; 

ÁControls: patients with no metastasis within 8 years of follow-up

ÁDiscriminative Error-tolerant and traditional association patterns case/control are 

discovered and evaluated by enrichment analysis using MSigDB gene sets (Gupta 

et al 2010)

Error-tolerant patterns

Traditional patterns

Error-tolerant patterns

Traditional patterns

433 controls
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Case Study 4:

Protein Function Prediction

Protein function prediction one of the most important problems in 

computational biology.

ï Classification is one of the standard approaches for this problem
ÉPandey et al. (2006), ñComputational Approaches for Protein Function Prediction: A Surveyò, TR 06-028, 

Dept. of Comp. Sc. & Engg. UMN

ÉTo be published as a book in the Wiley Bioinformatics series.

F1 F2 é Fm L1

P1 V

P2

é

Pn V
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Inherently a multi-label classification problem

ï Each protein can perform multiple functions.

ï Most labels are infrequent (rare classes)

Labels (functions) are inter-related in terms of parent-child as well 
as distant (e.g., sibling) relationships.

ï Inter-relationships captured by Gene Ontology (Ashburner et al., 2000)

F1 F2 é Fm L1 L2 é Lk

P1 V V

P2 V V

é

Pn V V V

Case Study 4:

Protein Function Prediction
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Case Study 4: 

Recent Approaches and Future Directions

k-NN-based approach for incorporating inter-relationships

ÉPandey et al., BMC Bioinformatics, 2009, Tao et al., Bioinformatics, 2007

SVM+BN approach for enforcing parent-child relationships

ÉBarutcuoglu et al., Bioinformatics, 2006

Possible future directions:
ï Incorporation of label correlations into SVM

ï Design of new measures for capturing label correlation

ï Large-scale incorporation, e.g., all inter-relationships between all classes in GO

Sample results from Pandey et al. (2009) on an yeast gene expression data set.

AUC comparison 

shows that 

classification 

performance is 

improved, 

particularly for 

small (rare) 

classes.

Classifiers trained 

on data until Feb, 

2008 and tested 

on annotations 

added to GO 

between Feb-Sep, 

2008 shows that 

incorporation 

enables higher 

recovery of true 

annotations.
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Science Goal: Understand global scale patterns in biosphere 
processes

Earth Science Questions:

ï When and where do ecosystem disturbances occur?

ï What is the scale and location of human-induced land cover 
change and its impact?

ï How are ocean, atmosphere and land processes coupled?

Discovery of Climate Patterns from Global Data Sets

¸ Data sets need to answer the questions above 

are becoming available
¸ Remote Sensing data from satellites and weather radars

¸ Data from in-situ sensors and sensor networks

¸ Output from climate and earth system models

¸ Geographic Information Systems

Data guided processes can complement 

hypothesis guided data analysis to develop 

predictive insights for use by climate 

scientists, policy makers and community at 

large.
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Data Mining Challenges

Spatio-temporal nature of data

ï Traditional data mining techniques do not take 
advantage of spatial and temporal autocorrelation.

Scalability

ï Size of Earth Science data sets can be very large, 
especially for data such as high-resolution 
vegetation.  

ï For example, for each time instance,
É2.5° x 2.5° :10K locations for the globe 

É250m x 250m: ~10 billion

É50m x 50m : ~250 billion

High-dimensionality

ï Long time series are common in Earth Science

Noise and missing values, Nonlinear processes

Multi-Scale nature, Long range dependency 

Non-Stationarity 

SST

Precipitation

NPP

Pressure

SST

Precipitation

NPP

Pressure

Longitude

Latitude

Time
grid cell zone

.
.
.
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Case Studies

1. Monitoring of global ecosystem

2. Discovering teleconnections among climate 

variables

3. Predicting the impacts of climate change



© Vipin Kumar SDM ïApril 2010 27

Monitoring of global ecosystem

Planetary Information System for 
assessment of ecosystem 
disturbances
Å Forest fires

Å Droughts

Å Floods

Å Logging/deforestation

Å Conversion to agriculture

This system will help
Å quantify the carbon impact of these 

changes

Å Understand the relationship to global 
climate variability and human activity

Provide ubiquitous web-based 
access to changes occurring 
across the globe, creating public 
awareness

Case Study 1:
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Novel Algorithms for Monitoring Global Eco -system

State of the art algorithm for land cover change detection do not scale

Existing Time series change detection algorithms are not suitable for eco-system data

New algorithms build a non-parametric model of different segments of the time series 

and use them to capture the degree of change

MODIS captures high quality 

vegetation index data from Feb 

2000 to present at various spatial 

resolutions.

Challenges:

Noise, missing values, outliers, high degree of variability (across regions, 

vegetation types, and time)

S. Boriah, V. Kumar, M. Steinbach, et al., Land cover change detection: a case study, KDD 2008.
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Case Study 1: 

Monitoring Global Forest Cover


