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Abstract: We address the problem of propagating a piece of information among
robots scattered in an environment. Initially, a single robot has the information.
This robot searches for other robots to pass it along. When a robot is discovered,
it can participate in the process by searching for other robots. Since our motivation
for studying this problem is to form an ad-hoc network, we call it the Network
Formation Problem. In this paper, we study the case where the environment is a
rectangle and the robots’ locations are unknown but chosen uniformly at random.
We present an efficient network formation algorithm, Stripes, and show that its
expected performance is within a logarithmic factor of the optimal performance. We
also compare Stripes with an intuitive network formation algorithm in simulations.
The feasibility of Stripes is demonstrated with a proof-of-concept implementation.

1 Introduction

Consider the following scenario: a number of robots are performing indepen-
dent tasks autonomously in an environment where there is no communication
infrastructure. Suppose, at a certain point, mission priorities change and a
piece of information must be propagated to all nodes. For example, robots
could be initially stationed to perform monitoring or surveillance in a large
environment. Upon detection of an event, they may have to form a network
or perform a collaborative task. What is a good strategy to get all robots
involved as quickly as possible?

In this paper, we study this process of propagating information as quickly
as possible. Specifically, we study the case where the process is initiated by a
single robot. This robot could, for example, be sent out from the command and
control center. Alternatively, it could be the robot that detects an intruder.
The primary difficulty in solving the problem arises from the fact that the
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robots do not know each others’ positions. The first robot must therefore
start a search. Once discovered, other robots can participate in propagating
the information. Since our primary motivation for studying this problem is
to form a connected network, throughout the paper we will refer to it as the
Network Formation Problem.

Our Contributions: In this paper, we study a probabilistic scenario
where the locations of robots are chosen uniformly at random in a rectan-
gular environment. For this scenario, we present a network formation strat-
egy (Stripes) and prove that its expected performance (i.e. network formation
time) is within a logarithmic factor of the optimal performance. To obtain
this result, we also obtain a lower bound on the expected performance of any
network formation strategy. We also compare Stripes with a natural, intuitive
“Split and Cover” strategy and show that in large environments, Split and
Cover has inferior performance to Stripes. In addition to formal performance
bounds, we demonstrate the utility of Stripes with simulations and its feasibil-
ity with a proof-of-concept implementation. In the next section, we start with
an overview of related work where we establish connections between the net-
work formation problem and other fundamental problems such as rendezvous,
coverage and freeze-tag.

1.1 Related Work

Considerable work has been done in designing decentralized protocols for prop-
agating information in networks (also known as gossip protocols) [7]. Gossip
protocols are mainly designed for stationary networks. In contrast, we focus on
information propagation among mobile robots. The network formation prob-
lem is closely related to the Freeze-Tag problem [4]. In freeze-tag, a number of
players are “frozen”. A single unfrozen player must visit each frozen player in
order to unfreeze it, at which point it can aid in unfreezing other players. In
freeze tag, it is assumed that the players know each others’ positions. In net-
work formation, we focus on the case where the node locations are unknown
to each other.

Recently, Poduri and Sukhatme explicitly addressed the problem of form-
ing a connected network under the name coalescence [11, 12]. In their model,
all of the nodes (other than the base station) are performing a random walk
on a torus. The authors obtain bounds on the network formation time. The
advantage of the random-walk strategy is that it does not require localization
with respect to a global reference frame. However, the network formation is
rather slow because nodes visit most locations many times. This may not be
acceptable in time-critical applications. In the present work, we address the
problem of explicitly designing motion strategies for network formation with
guaranteed performance. Since we focus on the case where the robot locations
are unknown, the network formation problem is related to rendezvous and
coverage.
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The rendezvous search problem [1] asks how two players with the same
speed can locate each other when placed at arbitrary locations in a known
environment. Typically, each player has a radius of detection within which
the players can establish communication. The goal of the players is to find
each other as quickly as possible. The rendezvous problem has been studied
extensively for two players on a line. Optimal or provably good strategies for
various versions of this problem have been established [2].

The problem of multi-player rendezvous search on a complete graph is
studied in [14]. This work addresses the question of whether players that
meet should stick together or split and meet again later. The result of this
work shows that, if the players have no memory, then the optimal strategy
is to stick together. Also, simulations show that as the number of players
increases, the split and meet strategy becomes less effective. In general, this
work has limited applications because the environment is a complete graph.
In other words, players can teleport to arbitrary locations at every time step.

Work in [3] describes a time optimal strategy for two-player limited visibil-
ity rendezvous in the plane with known and unknown distances. The optimal
solution in this case is for one of the players to follow a semi-circular spiral
trajectory. This work also relates rendezvous in the continuous domain to cov-
erage problems. Deterministic and randomized multi-robot rendezvous strate-
gies were proposed in [13]. More recently, results on rendezvous in simply-
connected polygons have been obtained [8]. In [9], the authors provide upper
and lower bounds on the time complexity of two geometric laws that result in
rendezvous.

The coverage or lawn mowing problem [5, 6] has been extensively studied
and is known to be closely related to Traveling Salesperson Problem. The
primary difference between network formation and standard multi-robot cov-
erage is that in coverage, all robots participate in the coverage process from
the beginning. In network formation, the process starts with one robot, who
must “recruit” others to participate in coverage.

In short, the algorithm presented in this paper can be considered a novel
algorithm for (i) online freeze-tag, (ii) probabilistic multi-robot coverage, and
(iii) network formation.

2 Problem Formulation

Since the robot locations are unknown, network formation is an online prob-
lem. Online problems are typically analyzed using competitive analysis where
the input is chosen by an adversary. The competitive ratio of an online algo-
rithm O is the worst case ratio of the performance of O to the optimal offline
performance. In other words, we compare O with the optimal algorithm that
has access to all of O’s input in advance and consider the worst case deviation
from this optimal behavior.
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It is easy to see that there is no online algorithm for the network formation
problem with bounded competitive ratio: no matter which path the first robot
chooses, the adversary can place all other robots at the last location the first
robot will visit. In the case of a square environment with area a2, the online
algorithm would take time proportional to a2 whereas the optimal offline cost
would be at most in the order of a. Therefore the competitive ratio would be
a and it would grow unboundedly with the size of the environment.

Since there are no competitive online algorithms for network formation,
in this paper we focus on the probabilistic case where the locations of the
robots are sampled from a distribution. In the absence of any information, it
is reasonable to assume that the locations are chosen uniformly at random
from the environment. The goal is to minimize the expected time to discover
all robots. In this paper, we focus on rectangular environments and uniform
distributions. We believe that the rectangular environment case has practical
relevance for robots operating in an open field as well as for Unmanned Aerial
Vehicles. We discuss extensions to general convex environments in Section 6.

2.1 Robot Model

In network formation, several identical mobile robots are distributed uniformly
at random within the bounded rectangle A with one of these robots possessing
information that needs to be propagated to all of the other robots. The rect-
angle A has a width w and height h where w ≥ h. We assume that the robots
are initially stationary. Once discovered, they can move anywhere within the
rectangle A at a constant speed and can communicate with each other within
a limited range. Once a robot is within the communication range of another
robot, they can exchange any information that either robot might have, in-
cluding the information that needs to be propagated. In this paper, we assume
that the robots can localize themselves within A. We also ignore energy limi-
tations and assume that the robots will always move at their maximum speed
and can utilize their wireless radio anytime.

Notation and Conventions: We normalize the units so that the robots
move at unit speed per time-unit. In the rest of the paper, we use A to denote
both the rectangle environment and its area. This convention implies that a
single robot can cover the entire environment in A time units. Hence, A is a
trivial upper bound on network formation since inactive nodes are stationary.
The number of robots in the environment is k. We assume that the first robot
enters the environment at a corner of A.

3 Stripes: An Efficient Network Formation Strategy

In this section, we present our main result: an efficient network formation
strategy which we refer to as “Stripes”. This strategy relies on dividing the
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rectangular environment into n equal sized vertical stripes S1, . . . , Sn (Fig-
ure 1). For now, we treat n as a variable whose value will be fixed later. Let S
denote the area of a single stripe which is equal to the time to cover a single
stripe with one robot.

In the beginning, a single robot is active and proceeds to cover S1 with a
simple back and forth sweeping motion. That is, the robot follows the well-
known boustrophedon1 path. When an inactive robot is encountered and acti-
vated, this newly active robot does not join in the coverage of S1 right away 2.
Instead, it heads to a designated location on the line that separates S1 and
S2 and waits for the first active robot to finish its coverage of S1 and arrive
at the designated location. When the first robot is finished, it meets all newly
active robots at the same designated location. Let k1 denote the number of
active robots. The robots evenly divide S2 among themselves so that it can
be covered in parallel in time S2/k1.

When these k1 robots encounter other inactive robots in S2, the same
procedure is repeated and all active robots meet at a designated meeting
location on the line which separates S2 and S3. This process repeats for the
remaining stripes until all of the stripes are covered, at which point, the entire
bounded area will be covered and all of the robots will be activated.

Fig. 1. Stripes strategy: The environment is divided into equal vertical stripes
which are covered sequentially. Active robots split the current stripe equally. Once
a stripe is covered, all active robots (including newly discovered robots) meet at the
boundary of the stripe.

For most of the paper, we will focus on rectangular environments which
are large with respect to the number of robots. In other words, we focus on
the case where w ≥ h ≫ k.

In the remaining case, the number of robots exceeds the size of the shorter
side of the rectangle (i.e. k ≥ h). We refer to this case as the saturated case.
When the number of active robots reach h, the remaining m × h area can
be covered in m steps by the active robots. We present the analysis of the
algorithm for the saturated case in the appendix.

3.1 Network Formation with Stripes

In this section, we establish an upper bound on the network formation time
of Stripes for an unsaturated environment. We will use the following lemma.

1 boustrophedon = “the way of the ox” [6].
2 In practice, this robot can participate in covering the stripe. However, this does

not improve the analysis. Hence, we ignore this benefit for analysis purposes.
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Lemma 1. If k balls are assigned to n bins randomly, the expected number of
empty bins is at most ne−k/n.

Proof. We say that bin i is “hit” if it is non-empty after the kth throw. The
probability pi that the ith bin is not hit is (1 − 1

n )k. Let Xi be a random
variable which takes the value one if bin i is not hit and zero otherwise.
Then, E[Xi] = pi. The number of empty bins is given by the random variable
∑n

i=1 Xi whose expected value is npi. The lemma follows from the inequality
(1 + u) ≤ eu.

To obtain an upper bound on the network formation time with Stripes,
we treat the robots as balls and stripes as bins. Note that the coverage time
is maximized when the empty stripes occur at the beginning, and non-empty
stripes have the following property: let m be the number of non-empty stripes.
m − 1 stripes have only one robot inside and all the remaining robots are in
a single stripe which occurs after all other stripes. We compute the expected
coverage time for this worst case.

If we pick n = k
log k , by Lemma 1 the number of empty stripes is at most

1
log k , which is less than or equal to 1 for k > 1.

This results in a coverage time of A
n for the first non-empty stripe, A

n
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2

)

for the second, A
n

(

1
3

)

and so on for the remaining stripes. Since there is at
most one non-empty stripe, the total coverage time will be bounded by:
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i

)

=
A
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n
∑
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i
≈

A

n
+

A

n
log n (1)

By plugging in n = k
log k , we have the following result.

Lemma 2. The expected network formation time for k robots in a rectangular
unsaturated environment with area A is O(A

k log2 k) when robots execute the

Stripes algorithm with n = k
log k stripes.

Since robots group together before and after covering a stripe, there is
some overhead associated with the different strategies that can be used to
cover an individual stripe. In establishing Lemma 2, this overhead is ignored.
We justify this in the next section, where we present the strategy to cover
individual stripes.

3.2 Covering a Single Stripe

The Stripes algorithm calls for the set of active robots to meet and regroup
between covering stripes. In this section, we present a strategy for multiple
robots to cover a single stripe in a way that minimizes the overhead of meeting
to redistribute assignments. Our proposed single stripe strategy ensures that
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each robot travels the same distance during an epoch, and arrives at a common
meeting location.

In order to minimize the coverage time of a single stripe, its area must
be split equally between all of the active robots. This can be done by simply
dividing the strip along the long side to create equal sized rectangular areas,
one for each of the active robots. However, this will result in some robots
traveling longer distances to reach their assigned coverage objectives. Since
this area will eventually be covered by the other robots, this produces an
overhead of 2h per stripe, adding up to 2nh for the entire bounded area A.
Our single stripe strategy divides the active stripe into sections such that,
1) the area covered by each robot is equal and 2) the time required to cover
each section and then reach the meeting location is equal. In the end, the
paths of the robots resemble archways with different sized horizontal areas
that are inversely proportional to the distance a robot needs to travel to the
meeting location (Figure 2). The “legs” of the archways represent the areas
covered by each robot as they travel up to their assigned rectangular areas.

Fig. 2. Our single stripe coverage strategy divides a vertical stripe into equally sized
areas that take into account any additional area covered by a robot as it travels
away from the meeting locations (large black dots). This figure shows the resulting
divisions for six active robots and the designated Bi values used to reference the
height of the horizontal rectangular areas.

Given a particular vertical stripe to cover with r active robots, let
A1, A2, . . . , Ar denote the total assigned coverage area for each robot, with
robot i covering Ai and robot i = 1 covering the area that is furthest away from
the meeting location. Since each stripe is vertical, its area is hw

n = hw′. We
use Bi to denote the distance between the upper boundaries of each successive
region (see Figure 2). This parameter can be varied to offset the additional
cost of traveling. Each robot is assumed to cover one unit area per time step
so the additional travel area covered by r1 is simply twice the distance from
the meeting point to its assigned coverage area or 2(h − B1). This produces
the following equation for calculating the area Ai of each region (equation 5):

A1 = B1w
′ + 2(h − B1) = B1(w

′ − 2) + 2h (2)
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A2 = B2(w
′ − 2) + 2(h − B1 − B2) = B2(w

′ − 4) + 2h − 2B1 (3)

A3 = B3(w
′ − 4) + 2(h − B1 − B2 − B3)

= B3(w
′ − 6) + 2h − 2B1 = 2B2 (4)

Ai = Bi(w
′ − 2(i − 1)) + 2(h −

i
∑

j=1

Bj) (5)

Since each robot must cover the same area, we can determine the relation-
ship between Bi and Bi−1 by setting the generic area formula at i and i − 1
equal to each other (Equation 6). The remaining Ai and Bi values can be
determined by successively applying Equations 7 and 8. In Equation 7, A1 is
equated to hw′

r , producing equation 8 where B1 is expressed using the number
of active robots, r, the width of a stripe w′ = w

n , and the height of the overall
environment, h.

Bi

Bi−1

= 1 +
4

w′ − 2i
(6)

A1 =
hw′

r
= B1(w

′ − 2) + 2h (7)

B1 =
hw′

r − 2h

w′ − 2
=

h(w′ − 2r)

r(w′ − 2)
(8)

The limitation of this single stripe strategy is that the number of active
robots must be less than half of a single stripe’s width, r < w′

2
. This does

not present a problem for the analyzed environment, where it is assumed that
w = h >> k. Therefore, from the single stripe strategy, each stripe can be
divided into r equally sized areas with minimal repeated coverage and thus,
eliminating the overhead coverage time from the Stripes equation.

3.3 Lower Bound

In this section, we establish a lower bound on the expected network forma-
tion time that can be achieved by any algorithm. It is easy to see that the
best coverage time for any area occurs when all of the robots are active at
the beginning and the area is evenly split between all of them. Therefore,
the absolute lower bound for total coverage time, regardless of algorithm, is
T (A, k) = A

k . For the case when the robots are uniformly distributed, we can
obtain a better bound using the following result.

Lemma 3 ([10], pp.45). When n balls are assigned uniformly at random to
n bins, with probability at least 1− 1

n , no bin has more than α = log n
log log n balls

in it.
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Now consider any network formation strategy for k robots in area A. During
the execution of this strategy, we divide the coverage process into epochs
where ith epoch ends when all active robots cover a (previously uncovered)
total area of A/k. Let Si denote the subset of A covered during epoch i. Let
E1 be the event that no Si has more that α balls. By Lemma 3, E1 happens
with probability (1 − 1/k).

When E1 happens, the maximum number of robots in S1 is α. Therefore,
the minimum time it takes to cover S1 is T1 = A

kα . There will be α new robots

in S2, therefore its coverage time T2 is at least A
k2α . Similarly, the ith epoch

will last at least Ti = A
kiα steps. Since there are k epochs, the total time for

all epochs to finish will be:

k
∑

i=1

A

kiα
≈

A

αk
log k =

A

k
log log k (9)

When E1 does not happen (with probability 1
k ), the coverage time is at least

A/k as discussed earlier. This gives us the lower bound on the expected cov-
erage time of any algorithm.

Lemma 4. The expected time for k robots to cover rectangular area A is at
least (1 − 1

k )A
k log log k + ( 1

k )A
k .

Ignoring o( 1
k2 ) terms, we establish a lower bound of Ω(A

k log log k). Using
Lemmata 2 and 4, we establish our main result:

Theorem 1 The performance of the Stripes strategy is within a factor O( log2 k
log log k )

of the optimal performance for a rectangular environment where w ≥ h ≫ k.

3.4 Split and Cover

In this section, we discuss the performance of the following intuitive and nat-
ural network formation strategy: The first robot moves up and down the
environment following a boustrophedon path as before. When it meets an
undiscovered node, the two nodes split the undiscovered parts of the envi-
ronment evenly and recursively cover their assigned partitions (see Figure 3).
The justification for this natural “Split-and-Cover” strategy is that since the

Fig. 3. Split and Cover Strategy

nodes are scattered uniformly in the environment, each split should divide the
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load equally between discovered robots, therefore balancing (and intuitively
minimizing) the network formation time.

It turns out that Split-and-Cover is not an effective strategy for large
environments for the following reason: suppose that when the split happens,
one of the partitions has a very small number of robots. Even though this event
has a small probability for a single split, as the number of robots (and hence
the number of splits) increases, it becomes probable. When such an imbalance
occurs, the algorithm can not recover from it. A small number of robots must
cover a large environment making Split-and-Cover inefficient. We will further
justify this argument with simulations and show that the Stripes algorithm is
much more efficient than Split-and-Cover in unsaturated environments.

4 Simulations

In this section, we compare Stripes and Split-and-Cover in simulations. We
also present simulation results that demonstrate the effect of the number of
Stripes on the performance of the Stripes algorithm. Our simulations were
performed by representing each of the individual robots as a point within the
rectangular world. Each robot can be assigned to sweep along a continuous
piecewise linear path. As described in the Section 3, an active robot can
detect an inactive robot when it is within communication range. Each robot
moves one unit distance per unit time and maintains an internal clock, to
represent the time with respect to the start of the first robot. Robots that
meet can synchronize clocks. We place the robots uniformly at random within
the environment at the start of each trial. The simulation runs the algorithm
exactly as it is stated in Section 3.4.

Fig. 4. This figure shows the simulation of the Stripes algorithm. Green circles are
active robots, and red circles are inactive. The black lines represent the paths of
active robots within the current stripe.

4.1 Results

In the first simulation, we compare Stripes and Split-and-Cover in environ-
ments that are sparse and dense with respect to the number of robots per area.
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Figure 5(a) shows the results of the Split-and-Cover and Stripes algorithms in
an environment where the concentration of robots is low. The simulations use
a 1000x1000 environment and 20 robots. The plotted values are the average
time to completion of 1000 trials, and the value for each number of stripes
uses the same set of initial robot distributions. From these simulations, we
conclude that (i) the performance of the Stripes algorithm is sensitive to the
number of stripes, and (ii) in sparse environments (with a “good” stripe-
number selection) Stripes outperforms Split-and-Cover. This is also justified
by Figures 6(a) and 6(b), where we plot the histogram of running times of the
Stripes algorithm (with 25 Stripes) and Split-and-Cover. Stripes not only out-
performs Split-and-Cover on the average but also its worst case performance
is considerably better.
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Fig. 5. Comparison of Split-and-Cover strategy with Stripes algorithm for varying
number of stripes. The plotted values are the average time to completion of 1000
trials. Left: 1000×1000 unit world with 20 robots. Right: 100 × 100 unit world
with 100 robots.
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Fig. 6. Left:Distribution of time to completion for Split-and-Cover(6(a)), and for
Stripes(6(b)) in a sparse environment.Right: Distribution of time to completion for
Split-and-Cover(6(c)), and for Stripes(6(d)) in a dense environment.

On the other hand, when the concentration of robots is high, Split-and-
Cover outperforms Stripes (Figures 5(b),6(c),6(d)). There are two reasons
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that this is true. First, for Split-and-Cover, the unbalanced split described in
the previous section occurs infrequently when the concentration of robots is
high. Second, for Stripes the overhead cost of meeting up to evenly distribute
the coverage of a stripe becomes very large compared to the discovery time.
In most instances, saturation took place after the fist stripe due to the high
concentration of the robots. Therefore, the running time of Stripes was often
given by the time to discover the first stripe followed by a parallel scan with 7
robots. In conclusion, simulation results suggest that Stripes should be used
in sparse environments with the number of stripes equal to the number of
robots. In dense environments, split-and-cover algorithm is expected to yield
better performance.

5 Experiments

We demonstrate the feasibility of the Stripes algorithm using a small team
of three Acroname Garcia robots shown in Figure 8(c). The robots are each
equipped with ARM/risk PCs, and wireless network adapters. When config-
ured to work in ad-hoc mode, the robots form a wireless sensor network, each
capable of determining its own set of neighbors in the network graph.

Currently, our robots do not have visual localization capabilities. There-
fore, we rely on motor encoders and dead reckoning for position information.
We also utilize an external stereo camera as a means of determining the robot
positions off-line (to obtain ground truth). The external camera allows us to
compute robot positions, but also limits the size of the work area to the field
of view of the camera. Our experiments take place in a square workspace of
7.5 meters by 7.5 meters. These experiments where conducted inside of the
institute gymnasium.

In practice, it would be useful to use wireless connectivity and connection
strength to determine when an inactive node has been detected. However,
in this setup the nodes would have to be separated by very large distances
before observing a noticeable decline in signal strength. Therefore, in order to
demonstrate the algorithm in our restricted space, we simulate restrictions in
communication by allowing inactive nodes to be discovered only when they are
within a short range. Figure 7 shows the placement of the robots and their
ideal strategies when executing Stripes. Figure 8(a) shows an image of the
experimental setup from the external camera. The white lines superimposed
on the image outline the workspace and stripe boundaries. Figure 8(b) shows
actual robot trajectories during the experiment computed from the image to
ground plane homography.

5.1 Results

For this small number of robots, we use a simpler single-stripe strategy. In the
experiment, each stripe is selected so that it can be covered by a single robot
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(a) Robot 1 (b) Robot 2 (c) Robot 3

Fig. 7. The ideal trajectories for robots 1, 2 and 3 ( 7(a), 7(b), and 7(c) re-
spectively). The stripes are denoted by alternating white and gray. The first robot
starts at the lower left corner. The circle in Figure 7(a) is the meeting location with
robot 2. The third robot is discovered by robot 2. The meeting location is shown in
Figure 7(b)
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Fig. 8. 8(a) This image of the experimental setup shows the environment divided
into three stripes. The paths traversed by each robot are shown in red, green and
blue (lines superimposed). 8(b) This image shows the actual trajectory of each robot
computed using the homography between the image and ground planes.

in 24 time units. This corresponds to three up and down motions (Figure 7).
The initial placement of the robots is shown by the start of each of the three
paths in Figure 8(a). Robots move approximately 1 meter per time unit. The
total area of the workspace is approximately 56 m2. The stripes are completed
in 24, 16, and 8 time units respectively. Hence, the total completion time is
48 units. Note that the total coverage time for a single robot is 72 time units.
The measured path lengths of each robot are 41.08, 25.848, and 13.26 meters
respectively. In this setup, even though odometry errors resulted in deviations
from the ideal trajectories in Figure 7, they were not significant enough to
prevent proper execution of Stripes.
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6 Extension to General Convex Environments

As mentioned earlier, the time to cover the environment is a trivial upper
bound on the network formation time. This is because the undiscovered nodes
are stationary, and by covering the environment, the first robot can guarantee
that all nodes are discovered. In a convex environment, this coverage time is
proportional to the area of the environment A. In the case of an unsaturated
rectangular environment, we showed that the Stripes algorithm performs bet-
ter than this upper bound.

In general environments, even when the environment is convex, the upper
bound would be achieved. To see this, consider a long 1 × A environment.
In this environment, even when the robot locations are chosen randomly,
the network formation time would be roughly A because the information is
propagated sequentially and one of the robots is expected to be close to the
“other” end of the environment. Therefore, the upper bound of A can not be
beaten in some general convex environments.

7 Conclusion and Future Work

In this paper, we introduced a novel network formation problem with ties
to freeze-tag and coverage problems. In the network formation problem, a
robot tries to propagate a piece of information to other robots with unknown
locations as quickly as possible. Once a robot is discovered, it joins in the
information propagation process by searching for other robots.

We presented an algorithm for rectangular environments and analytically
proved that its performance is within a logarithmic factor of the optimal
performance. We demonstrated the utility of the algorithm further with sim-
ulations and a proof-of-concept implementation.

In our future work, we will address network formation in general envi-
ronments. We will start with general convex environments. We believe that
the Stripes algorithm can be modified to achieve good performance in such
scenarios (compared to the optimal performance). Arbitrary environments,
represented as polygons with holes, seem to be more challenging due to the
lack of a natural way of partitioning the environment. We plan to study this
interesting and equally challenging problem in our future work.
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Appendix

A Saturated Environments

In a saturated environment where k ≥ h, the performance of Stripes can be
improved with a simple modification after the number of active robots reach
the height of the environment. The main difference between the coverage time
for a saturated environment and an unsaturated environment is how the k ≥ h
constraint affects the coverage of a single stripe.

In a saturated environment, after the number of active robots in a stripe,
r, exceeds the height of a stripe, it is no longer possible to divide a stripe
into r equal, non-overlapping regions. However, it is possible to line up the
active robots along the height of the environment. Afterwards, they can cover
the remaining portion of the environment without meeting again. Therefore,
when r ≥ h, the coverage time for a stripe becomes w

n where n is the number
of stripes. We will call any stripe where this occurs as saturated.
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This changes the original upper bound equation (Equation 1) to contain
an additional term. For the saturated environment, the term in the logarithm
will instead be the number of non-empty stripes until stripes become saturated
or simply h. The remaining area A′ = A(1 − h

n ) can be covered in time A′

h .
Therefore, the coverage time of an A = h × w environment is bounded by:

(A

n
+

A

n
log h

)

+ w −
A

n
=

A

n
log h + w (10)


