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Convex Functions

f (2)

z 1 az, + (1-a)z2 z z

Line AB lies above (z) in the interval [z1; Z5]
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BregmanDivergences

®» let :S! R be adifferentiable, strictly convex function of Legendre
type (S RY),i.e., a closed, proper, convex function that is
“essentially smooth”

®» The Bregman Divergence D :S int(S)! Risdened as

D (x;y)= (xX)  (y) (x y)'r (y)
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BregmanDivergences

®» let :S! R be adifferentiable, strictly convex function of Legendre
type (S RY),i.e., a closed, proper, convex function that is
“essentially smooth”

®» The Bregman Divergence D :S int(S)! Risdened as
D (x;y)= () (y) (x y)'r (y)

(z)= Lkzk?
2 D (xy)= skx yk?

;X

Squared Euclidean distance is a Bregman divergence
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BregmanDivergences

®» let :S! R be adifferentiable, strictly convex function of Legendre
type (S RY),i.e., a closed, proper, convex function that is
“essentially smooth”

®» The Bregman Divergence D :S int(S)! Risdened as
D (x;y)= () (y) (x y)'r (y)

(z)=zlog z

D (x;y)= xlog ;- X+y

/

7

Relative Entropy (also called KL-divergence) is another Bregman
divergence a2



BregmanDivergences

®» let :S! R be adifferentiable, strictly convex function of Legendre
type (S RY),i.e., a closed, proper, convex function that is
“essentially smooth”

®» The Bregman Divergence D :S int(S)! Risdened as

D (x;y)= (xX)  (y) (x y)'r (y)

(z)= logz

D (xy)=§ log{ 1

Burg Entropy is another Bregman divergence.
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BregmanDivergences

Function Name (x) dom D (x:y)
Squared norm 1% (1 :+1) 2(x y)?
Shannon entropy x log x X [0:+1 ) xlog ¥ x+y
Bit entropy x log x+(1 x)log(l x) [0;1] xlog X+(1 x)log 1 .
Burg entropy log x 0;+1) X Jog X 1
Hellinger P Tz [ 1.1] | @ xy)1 y?) 172 (@1 x?)i=2
', quasi-norm xP (0O<p< 1) [0;+1) xP+pxy? 1 (p 1)yP
p NOrM ixjP (I<p< 1) [(1 ;+1)|ixj" pxsgnyjyj® *+(p 1)jyj"
Exponential exp X (1 :+1) expx (x y+1) expy
Inverse 1=x (0;+1 ) 1=x+ x=y > 2=y
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Propertiesof BregmanDivergences

© o @

Not a metric (symmetry, triangle inequality do not hold)
D (x;y) O,andequalsOiffx =y

Strictly convex in the rst argument, but not convex (in general) in the
second argument

Three-point property generalizes the “Law of cosines”:
D (x;y)=D (zzy)+D (x;2) (x 2)'(r (y) r (2)
Generalized Pythagoras Theorem:
D (x;y) D (z;y)+ D (x;2)

where z is the “Bregman” projection onto the convex set . When
IS an af ne set, then it holds with equality
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Historical References
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L I

L. M. Bregman. “The relaxation method of nding the common point
of convex sets and its application to the solution of problems in
convex programming.” USSR Computational Mathematics and
Physics, 7:200-217, 1967.

Censor and Lent (1981) coined the term “Bregman distance”

Generalized Linear Models (Nelder and Wedderburn, 1972),
exponential families (Barndorff-Neilson, 1978)
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RelatedWork: BregmanDivergences

Introduced and extensively studied in Convex Optimization
[Bregman'67, Censor and Zenios'98]

Study of Entropic Means [Ben-Tal, Charnes and Teboulle'89]
An Axiomatic Characterization [Csiszar'91],
Generalized Projections [Csiszar'95]

Relative Loss Bounds for Online Learning [Azoury and Warmuth'O1,
Gentile and Warmuth'00]

lterative scaling algorithms for Bregman distances [Pietra, Pietra and
Lafferty'O1, Lafferty, McCallum and Pereira'01]

Boosting, Logistic Regression, Bregman Divergences [Collins,
Schapire and Singer'01]
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KMeans Clustering

Assign to nearest representative
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KMeans Clustering
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Estimate representatives (means)
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KMeans Clustering
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KMeans Clustering
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Re-estimate means



KMeans Clustering

The objective function is

X X 2
min kX K
P w8y X 2X n
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Main Results: Clustering

Hard Clustering
KMeans-type algorithm possible for any Bregman divergence

Hard Clustering $ Soft Clustering
Bregman divergences $ Exponential family distributions

Soft Clustering
Ef cient learning of mixtures of exponential family distributions
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BregmanHard Clustering Algorithm

Initialize f |, gk_,

Repeat until convergence

{ Assignment Step }
Assign x to nearest cluster Xy where

h=argmind (X; o)
ho

{ Re-estimation step }
For all h, recompute mean | as

— p.14/2;



Properties

Guarantee: Monotonically decreases objective function till
convergence

Scalability: Every iteration is linear in the size of the input

Exhaustiveness: If such an algorithm exists for a loss function
L(x; ), thenL hasto be a Bregman divergence

Linear Separators: Clusters are separated by hyperplanes

Mixed Data types: Allows appropriate Bregman divergence for
subsets of features
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Example of Algorithms

Convex function Bregman divergence Algorithm

Squared norm Squared Loss KMeans [M'67]

Negative entropy KL-divergence Information Theoretic [DMK'03]

Burg entropy  Itakura-Saito distance  Linde-Buzo-Gray [LBG'80]
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The Exponential Family

De nition: A multivariate parametric family with density

P . )(x) = expfhx; i ()gpo(Xx)

Is the cumulant or log-partition function

uniquely determines a family
Examples: Gaussian, Bernoulli, Multinomial, Poisson

X es a particular distribution in the family

IS a strictly convex function
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The Connection

Theorem: For any regular exponential family p, . y, for all
X 2 dom( ),

P ;H(X)=exp( d (x; ))b (x);

for a uniquely determined b , where is the natural parameter and
IS the expectation parameter
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The Connection

Theorem: For any regular exponential family p, . y, for all
X 2 dom( ),

P ;H(X)=exp( d (x; ))b (x);

for a uniquely determined b , where is the natural parameter and
IS the expectation parameter

Legendre
Duality
gom w7 @ T Ry )
Bregman Convex Cumulant Exponential

Divergence Function Function Family
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Examples

Regular exponential families $ Regular Bregman divergences

Gaussian $ Squared Loss
Multinomial $ KL-divergence
Geometric $ ltakura-Saito distance

Poisson $ I-divergence
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Rate Distortion Theory

Lossy
Encoder

Rate

Distortion

>

Lossy
Decoder

{»

Number of bits/symbol

E[d(X;X)]
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Rate Distortion Theory

N
X Lossy .| Lossy X
Encoder Decoder
Rate = Number of bits/symbol

Distortion = E[d(X: X)]

For E[d(X;X)] D, whatis the minimum bits/symbol required
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Rate Distortion Theory

N
X | Lossy .| Lossy X
Encoder Decoder
Rate = Number of bits/symbol

Distortion = E[d(X: X)]

For E[d(X;X)] D, whatis the minimum bits/symbol required
The rate distortion function [S'48]
R(D)= min 1(X;X)

p(XjX)
E[d(X:X)] D
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Rate Distortion with BregmanDivergences

Theorem: If distortion is a Bregman divergence,

Either, R(D) is equal to the Shannon-Bregman lower bound
Or, jXjis nite
When jXj is nite
Bregman divergences $ Exponential family distributions

Rate distortion $ Modeling with mixture of

with Bregman divergences exponential family distributions

R(D) can be obtained either analytically or computationally

Information bottleneck [TPB99] is a special case
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CompressionVs Lossin Bregmaninformation

Theorem: Expected distortion = Loss in Bregman Information

E[d (X;X) =1 (X) 1 (X)



CompressionVs Lossin Bregmaninformation

Theorem: Expected distortion = Loss in Bregman Information

E[d OGX) =1 (X) 1 (X)
Rate distortion problem as a trade-off

min [I(X;X)+ E[d (X;X)]] min [1(X;X) 1 (X)]

p(XjX) p(XjX)

— p.22/2;



CompressionVs Lossin Bregmaninformation

Theorem: Expected distortion = Loss in Bregman Information

E[d (X;X) =1 (X) 1 (X)

Rate distortion problem as a trade-off

min [I(X;X)+ E[d (X;X)]] min [1(X;X) 1 (X)]

p(XjX) p(XjX)
Information Bottleneck is a special case

min [I(X;X) 1(X;Y)]

p(XjX)
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