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Abstract applied for summarizatidn One such application is in the

analysis of netflow data to detect cyber attacks.
In this paper, we formulate the problem of summariza-

tion of a dataset of transactions with categorical attribsit Feature Type Possible Values

S : . - Source IP Categorical 252
as an optimization problem involving two objective func- : 16
. . . . . Source Port Categorical 2
tions - compaction gain and information loss. We propose Destination IP | Categorical 232
metrics to characterize the output of any summarization al- Destination Port | Categorical 216
gorithm. We investigate two approaches to address this N Efomfcg' ot gatetgor'ca' 1510

- : . umper o1 Packety ontinuous - 0o

problem. The first approach is an adaptation of cl_uster- Number of Bytes | Continuous 1-oo
ing and the second approach makes use of frequent itemsets TCP Flags Categorical =10
from the association analysis domain. We illustrate one
application of summarization in the field of network data Table 1. Different features for netflow data

where we show how our technique can be effectively used

to summarize network traffic into a compact but meaningful ~ Netflow data is a set of records that describe network

representation. Specifically, we evaluate our proposed al- traffic, where each record has different features such as the

gorithms on the 1998 DARPA Off-line Intrusion Detection IPs and ports involved, packets and bytes transferred (see

Evaluation data and network data generated by SKAION Table 1). An important characteristic of netflow data is that

Corp for the ARDA information assurance program. it has a mix of categorical and continuous features. The vol-
ume of netflow data which a network analyst has to monitor
is huge. For example, on a typical day at the University

. of Minnesota, more than one million flows are collected in

1 Introduction every 10 minute window. Manual monitoring of this data

is impossible and motivates the need for data mining tech-

Summarization is a key data mining concept which in- Niques. Anomaly detection systems [8, 16, 4, 20] can be
volves techniques for finding a compact description of a used to score these flows, and the_analyst typically looks at
dataset. Simple summarization methods such as tabulat®nly the most anomalous flows to identify attacks or other
ing the mean and standard deviations are often applied forundesirable behavior. Table 2 shows 17 flows which were
exploratory data analysis, data visualization and autechat '@nked as most suspicious by the MINDS Anomaly Detec-
report generation. Clustering [12, 21] is another data min- fion Module [8] for the network traffic analyzed on January
ing technigue that is often used to summarize large datasets?8: 2003 (48 hours after th8lammer Wornit the Inter-
For example, centroids of document clusters derived for anet). These flows are involved in three anomalous activities
collection of text documents can provide a good indication - Slammer wornrelated traffic on port 1434, flows asso-
.Of the topics being c_overed .In t.he COIIe.CtIOI.’]' The cluster- ITraditionally, a centroid is defined as the average of theevaf each
'ng pased approach is effective in domams_“ke_tEXt SUMMA- 5itripute over all transactions. If a categorical attrébias different values
rization, where the features are asymmetric binary [21, 9], (say red, blue, green) for three different transactiontiéndiuster, then it
and hence cluster centroids are a meaningful description ofdoes not make sense to take an average of the values. Althbisgboss-
the clusters. However. if the data has categorical ateut sible to replace a categorical attribute with an asymmetnatyi attribute

’ ’ . . for each value taken by the attribute, such methods do not wellkwhen
then the star_1dard methods for compqtlng a Clus'[e.r centroitine attribute can take a large number of values, as in the wedfita — see
are not applicable and hence clustering cannot directly beTable 1.




[ Score ] srclP sPort | dstIP [ dPort T prot | pkts [ bytes |

T1 37675 63.150.X.253 1161 128.101.X.29 1434 udp [0,2) [0,1829) ().f data Sets that hav-e Cate.g.orlcal featu.res. We handle C.On_
T 26677 63.150.X.253 1161 160.94.X.134 1434 udp [0,2) [0,1829) tlnuous features by dlscreuz'ng them USIng equaI_WIdm b|

T3 24324 | 63.150.X.253 | 1161 | 128.101.X.185 | 1434 | udp | [0,2) | [0,1829)

$g Toee | oieces | ner | deveixis | ta | uh| B3| Bis | ning and then treating the resulting features as catedorica

T, 19235 63.150.X.253 1161 160.94.X.80 1434 d 0,2, 0,1829; 1 i 1 1 T
T8 | s | consoxass | 1161 | 16054x0%0 | 143 s {0.2; {Ovmgg We view summarization as a transformation from a given

Ts | oie4 | calsox2ss | 16l | 12slolxi0s) 1434w | [02) | [01829) | dgtaset to a smaller set of individual summaries with an ob-

To 7143 63.150.X.253 1161 128.101.X.223 1434 udp [0,2) [0,1829)

Tio | 5136 | Ga150X283 | al6L | 12101142 ddsd | owh | [02) ] 1829 | jective of retaining the maximum information content. A

T11 4048 142.150.Y.101 0 128.101.X.142 2048 icmp [2,4) [0,1829)

T12 4008 200.250.Z.20 27016 128.101.X.116 | 4629 udp [2,4) [0,1829) fundamental requirement iS thavery data item ShOU'd be

Tis 3657 | 202.175.2.237 | 27016 | 128.101.X.116 | 4148 | udp | [24) | [0,1829)
Tia 3451 | 63150.X.253 | 1161 128.101.X.62 | 1434 | udp | [02) | [0,1829) i

Tis 3328 | 63150.X.253 | 1161 160.94.X223 | 1434 | udp | [02) | [0,1829) represented in the summary
Tie 2796 | 63150.X.253 | 1161 | 128.101.X.241 | 1434 | udp | [02) | [0,1829)
Ti7 2694 | 142.150.Y.101 0 128.101.X.168 | 2048 | icmp | [24) | [0,1829)

1.1 Contributions

Table 2. Top 17 anomalous flows as scored by the

anomaly detection scheme of the MINDS system for the Our contributions in this paper are as follows —
network data collected on January 26, 2003 at the Univer-
sity of Minnesota (48 hours after tt&glammer Wornhit the
Internet). The third octet of IPs is anonymized for privacy

« We formulate the problem of summarization of trans-
actions that contain categorical data, as a dual-
optimization problem and characterize a good sum-

preservation. mary using two metrics €ompaction gairandinfor-
| [See [ Sooe | P [ spor | astp [ dpor [ ot [ s ] mation loss Compaction gain signifies the amount of
2| TR ] TR S | nsorxus| e | s | B2 reduction done in the transfqrmatlon.from .the actual
Sg | 2 | 387 | 142as0vior]| © 2048 | iemp | [2.4) data to a summary. Information loss is defined as the

total amount of information missing over all original

Table 3. Summarization output for the dataset in Table 2. . .
data transactions in the summary.

The last column has been removed since all the transactions
contained the same value for it in the original dataset. = We investigate two approaches to address this problem.
The first approach is an adaptation of clustering and the
second approach makes use of frequent itemsets from

ciated with ahalf-life game server on port 27016 apihg the association analysis domain [3].

scan9f the inside network by an external host on port 2048. = \We illustrate one application of summarization in the

In a typical window of data being analyzed, there are often field of network data where we show how our tech-
several hundreds or thousands of highly ranked flows that nigue can be effectively used to summarize network
require the analyst's attention. But due to the limited time traffic into a compact but meaningful representation.
available, analysts look at only the first few pages of result Specifically, we evaluate our proposed algorithms on

that cover the top few dozen most anomalous flows. If many the 1998 DARPA Off-line Intrusion Detection Evalua-
of these most anomalous flows can be summarized into a  tion data [14] and network data generated by SKAION
small representation, then the analyst can analyze a much  Corp for the ARDA information assurance program
larger set of anomalies than is otherwise possible. For ex- [1].

ample, if the dataset shown in Table 2 can be automatically

summarized into the form shown in Table 3 (the last col- 2 Related Work

umn has been removed since all the transactions contained

the same value for it in Table 2), then the analyst can look at Many researchers have addressed the issue of finding a
only 3 lines to get a sense of what is happening in 17 flows. compact representation of frequent itemsets [2, 19, 10, 18,
Table 3shc_)ws.the output summary for this dataset generateq;]_ However, their final objective is to approximate a col-
by an application of our proposed scheme. We see that €V1ection of frequent itemsets with a smaller subset, which
ery flow is represented in the summary. The first summary is different from the problem addressed in this paper, in
Sy represents flow§T1-Tio,T14-T16} which correspond 1o \yhich we try to represent a collection of transactions with
theslammer worntraffic coming from a single externalhost 5 gmaller summary. Text summarization [17] is a widely-
and targeting several internal ho_sts. The second sUmmaryesearched topic in the research community, and has been
Sz represents flowgTi2,T13} which are the connections  5qqressed mostly as a natural language processing problem
made Fohalf-ln‘e game servers made by an mternql host. \vhich involves semantic knowledge and is different from
The third summary3; represents flowgT11,Ti7} which e broblem of summarization of transaction data addressed
correspond to @ing scanby the external host. In general, i, this paper. Another form of summarization is addressed
such summarization has the potential to reduce the size of, [11] and [15], where the authors aim at organizing and
the data by several orders of magnitude. summarizing individual rules for better visualization vehi

In this paper, we address the problem of summarizationnot addressing the issue of compacting the data.



dst IP

100.10.20.4
100.10.20.4
100.10.20.4
100.10.20.4
100.10.20.3
100.10.20.3
100.10.20.3
100.10.20.4

[ src IP

12.190.84.122
88.34.224.2
12.190.19.23
98.198.66.23
192.168.22.4

[ sPort ]

32178
51989
2234
27643
5002

[ dPort ]

80
80
80
80
21
21
21
113

pro |
tcp
tcp
tcp
tcp
tcp
tep
tcp
tcp

flags |
—APRS-
—APRS-
—APRS-
—APRS-
—A-RSF

packets |
2,20]
[2,20]
[2,20]
[2,20]
[2,20]
[40,68]
[40,68]
[2,20]

Algorithm 1
Algorithm 2

Optimal Algornhrvl

0412000 | | feeeeoooo
[220,500]
[220,500]
[42,200]
[42,200]
[220,500]
[42,200]
[504,1200]

bytes |

192.168.22.4
67.118.25.23
192.168.22.4

5001
44532
2765

Information Loss

Table 4. A synthetic dataset of network flows.
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Table 5. A possible summary for the dataset shown above. Figure 1. ICC Curve for summarization algorithms

of %. One summary for this dataset is shown in Table 5 as
a set of 3 individual summaries. The individual summary
§1 covers transactionfT1,T,,T3,T4,Tg}, S2 covers trans-
actions{Ts,Tg,T7} andS3 covers only one transactiofg.

To assess the quality of a summa®y of a set of
transactiong , we define following metrics -

3 Characterizing a Summary

Summarization can be viewed as compressing a given se
of transactions into a smaller set of patterns while retain-
ing the maximum possible information. A trivial summary
for a set of transactions would be itself. The information
loss here is zero but there is no compaction. Another trivial
summary would be the empty sefwhich represents all the
transactions. In this case the gain in compaction is maxi-
mum but the summary has no information content. A good
summary is one which is small but still retains enough in-  For the dataset in Table 4 and the summary in Table 5,
formation about the data as a whole and also for each transCompaction Gain fos = §.
action.

We are given a set oh categorical features-
{F1,F>,...,Fnr} and an associated weight vecidr such

DEFINITION 2. (Compaction Gain for a Summary)
Compaction Gain =. (Recall thatm = |T| andl = |S].)

DEFINITION 3. (Information Loss for a transaction
represented by an individual summary) For a given transaction

that eachV; [N represents the weight of the featlfe 1
F. A set of transaction3, such thaiT| = m, is defined
using these features, and ealgh [Tl has a specific value
for each of then features. Formally, a summary of a set of
transactions can be defined as follows:

DEFINITION 1. (Summary) A summary S of a set of
transactionsT , is a set of individual summarigs$i, Sz, ..., Si}
such that (i) eachS; represents a subset df and (ii) every
transactionT; [Tlis represented by at least osg [S]

Each individual summar®; essentially a covers a set of
transactions. In the summa8;, these transactions are re-

T; [CMand an individual summarg; [Slthat coversT;, lossij
= Y q=1 Wq [h, wherehq = 1if Tiq IS} and O otherwise.

The loss incurred if a transaction is represented by
an individual summary will be the weighted sum of all
features that are absent in the individual summary.

DEFINITION 4. (Best Individual Summary for a trans-
action) For a given transactiof; [T, a best individual summary
Sj [Slis the one for whicHoss;j is minimum.

The total information loss for a summary is the aggregate
of the information lost for every transaction with respect t

placed by the individual summary that covers them. As we its best individual summary.

mentioned before, computing the centroid for data with cat-

egorical attributes is not possible. For such data, a featur

For the dataset in Table 4 and its summary shown in
Table 5, transaction$1-T4 are best covered by individ-

wise intersection of all transactions is a more appropriate yal summaryS; and each has an information loss g,_f

description of an individual summary. Hence, from now on,
an individual summary will be treated as a feature-wise in-

tersection of all transactions covered by it, i.eSjfcovers
{T1, T2, ..., Tk}, thenS; = ﬂ'i‘zl Ti. For the sake of il-

Transactiong'5-T7 are best covered by individual summary
S, and each has an information loss @.f Tg is repre-
sented byS; andSs. For Tg andS,, information loss =
4 x £ = 1, since there ard features absent i;. For

8

lustration let us consider the sample netflow data given in Tg andSg, information loss =0 since there are no features
Table 4. The dataset shown is a set of 8 transactions that arabsent inS3. Hence the best individual summary fog
described by 6 categorical features and 2 continuous feawill be S3. Thus, we get thatnformation Loss forS =
tures (see Table 1). Let all the features have equal weight x 4 + 2 x 3+0 = 3% = 3.875.



[ [ srclP ] sPort |
C1 | EAS | ‘
cs *xk ok

dst IP
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[ dPort T protocal | flags | packets [ bytes |
‘ —APRS—| [2,20] | o ‘
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Table 6. A summary obtained for the dataset in Table 4
using the clustering based algorithm

It is to be noted that the characteristicempaction gain
and information loss follow an optimality tradeoff curve

as shown in Figure 1 such that increasing the compaction

results in increase of information loss. We denote thiseurv
as ICC (nformation-loss Compression-gain Characteriytic
curve.

The ICC curve is a good indicator of the performance

transactions are forced to belong to some cluster. If a
cluster has even a single transaction which is differemhfro
other cluster members, it degrades the description of the
cluster in the summary. For instance consider the clusters
in Table 6. Let us assume that there is another transaction
Tg in the dataset shown in Table 4 and clustering assigns it
to clusterC;. Let the different features dafy be

srcip = 12.190.84.122, srcport = 32178, dstip = 100.10.20.10,
dstport = 53, protocol = udp, flags rone packets = [25,60],
bytes = [2200,5000]

On addingTy to C1, the summary generated froBy

of a summarization algorithm. The beginning and the end Will be empty. The presence of this outlying transaction

of the curve are fixed by the two trivial solutions discussed
earlier. For any summarization algorithm, it is desirabk t

makes the summary description very lossy in terms of in-
formation content. Thus this approach represents outliers

the area under its ICC curve be minimal. It can be observedVery poorly, which is not desirable in applications such as

that getting an optimal curve as shown in Figure 1 involves

network intrusion detection and fraud detection where such

searching for a solution in exponential space and hence nogutliers are of special interest.

feasible. But a good algorithm should be close enough to

the optimal curve like 1 and not like 2 in the figure shown.

As the ICC curve indicates, there is no global maxima
for this dual-optimization problem since it involves twe or
thogonal objective functions. So a typical objective of a
summarization algorithm would befer a given level of
compaction find a summary with the lowest possible infor-
mation loss.

4 Summarization Using Clustering

In this section, we present a direct application of cluster-
ing to obtain a summary for a given set of transactions with
categorical attributes. This simple algorithm involvessel

5 A Two-step Approach to Summarization
using Frequent Sets

In this section we propose a two-step methodology to
address the problem of summarization. The basic idea is
to start with a set of candidate summaries that are frequent
sets derived from association pattern analysis, in additio
to individual transactions. Each of these candidates rep-
resent one or more transactions. Thus a summary for the
entire transaction dataset would be a subset of these candi-
dates such that, for every transactionlinthere is at least
one candidate in this subset that covers the transaction. In
this context, the summarization problem can be viewed as

tering of the data using any standard clustering algorithm - Given a set of candidate§; and a desired compaction
and then replacing each cluster with a representation as delevel, find a summar$ [Clfor the transaction dataséft

scribed earlier using feature-wise intersection of alhgra
actions in that cluster. The weight¥ are used to calcu-

with the least information loss.
This problem is solved in two steps. The first is the

late the distance between two data transactions in the cluschoice of a candidate set and the second is how to select

tering algorithm. Thus, iC is a set of clusters obtained
from a set of transactionB by clustering, then each clus-

ter produces an individual summary which is essentially the
set of feature-value pairs which are present in all transac-

a subset of these candidates as the summary such that we

optimize the information loss for a given compaction level.
One possible choice of candidate set is all frequent item-

sets with a support threshold dftransactions, as well as

tions in that cluster. The number of clusters here determineindividual transactions. This ensures that all possiblgsva

the compaction gain for the summary. For illustration con-
sider again the sample datasedfansactions in Table 4.
Let clustering generate two clusters for this datas€t =
{Tl,Tz,T3,T4,T8} and C, = {T5,T6,T7}. Table 6 shows a
summary obtained using the clustering based algorithm.

The clustering based approach works well in represent-

of summarizing the transactions can be considered. But this
can lead to too many candidates, which increases the com-
putational complexity of the second step. Higher values of
the support threshold can be used to constrain the number
of possible candidates, but this can impact the quality @f th
summaries obtained. The second step of this approach is to

ing the frequent modes of behavior in the data becauseselect an appropriate subset®f This can be done in sev-

they are captured well by the clusters. However, this

eral ways. We first observe that the brute-force algorithm

approach performs poorly when the data has outliers andfor selecting an optimal subset 6fis not feasible since it
less frequent patterns. This happens because the outlyingequires searching in exponential space with respg€ jto



We have explored the realm of greedy algorithms to obtain DEFINITION 7. (Loss for a Candidate Loss for candi-
approximatelyoptimal solutions. date C; is defined aslossc, = Yjo; ' (Ic; — ls;), where
The general idea is that, starting with a set of transactionslcandidate = Y"1, Wi [Bk, such thaby = 1 if Fx 7 Candidate
T and a set of candidat€s we want to obtain a se$, [ C] and 0 otherwise.
such that every transactionTnis covered by some member
of S. The algorithm starts by considering the initial summary
One greedy way to approach this problem is to allow ev- as the set of transactiofis which has no information loss
ery transaction to select a best candidate for itself andtadd but no compaction gain. Definitions 6 and 7 are used to
to the summarytop-dowr). Similar transactions will tend  compute the score for each candidateGirusing Defini-
to select the same candidate and hence it would result intion 5. The candidate with the highest score is selected and
compaction gain. Another approach is to incrementally in- added to the current summas, replacing all summaries
crease the compaction of a summary by adding a best canthat are covered by it. If the candidate with maximum score
didate from the candidate set at every steptfom-up. We  has already been added to the summary, the valilkg &f
have investigated both approaches in our research [7], buincremented by,. The size of each of the candidates is
in this paper we discuss only the bottom-up algorithm due revised equal to the number of individual summarieSdn
to space limitations. covered by that candidate.
From the ICC curve perspective, the algorithm moves
5.1 BUS - A Bottom-up Summarization Algo-  from no compaction gain to higher compaction gain in small
rithm steps determined by the vallg. The initial value forkg
is chosen as 0. This ensures that initially, candidates with
In this section we present an incremental bottom-up al- minimum information loss are selected. These will tend to
gorithm - BUS. The main idea behind this algorithm is to be very specific and hence the overall compaction gain will
incrementally select best candidates from the candidate sebe low. After all such candidates are chosen, the valig of
such that at each step, for a certain gain in compaction, min-is incremented by so that more general candidates with
imum information loss is incurred. The inputs to this algo- larger sizes are selected.

rithm are - the set of transactiorig, the set of candidates, The selection criterion of this algorithm ensures that the
C, the initial valuek!"'t of the tradeoff parametéss and increment in the compaction of the global summary at any
the incremendy for ks. step incurs the minimum possible information loss. Thus

Before describing the algorithm we first define the scor- this algorithm ensures that we attain a locally optimal solu
ing function which we use to determine the best candidate. tion at any step. Starting with a very low value kaf and
incrementing it in very small amounts ensures that the sum-
DEFINITION 5. (Score of a Candidate Summary For a  mary obtained at any step is also very close to the globally
given Ca”d'dat‘zs:rrsz‘zi )'(Zg'z';s Scorl‘zs'z given by optimal solution for that particular compaction.
i = Ks Cci — Ci . . .
sizec; refers to the compaction, arldssc; refers to the infor- . The first step of BUS |r_1v0Ives genergtlt_)n of freqL_le_nt
mation loss caused by addi to the summary. |tems_ets from the data_usmg any assomatl_on _rule mining
algorithm. The categorical attributes are binarized leefor
applying the algorithm. The computational complexity of
this step depends on the size and nature of the data. It can
be controlled using the support threshold. At the Universit
of Minnesota, the summarization module of MINDS takes
less than 10 seconds to generate frequent itemsets for the
top 5000 anomalous connections with a support threshold of
8 transactions. By usinglosedfrequent itemsets [18], the
number of frequent itemsets can be pruned considerably. In
the second step of BUS, in each iteration, the algorithm se-
lects the best candidate to be added to the current summary.
The size of the current summary cannot be more than the to-
tal number of transactions. Thus, if the transaction datase
is of of sizem, the candidate set is of sizeand the algo-
rithm runs fork iterations, the computational complexity of
the second step will b®(mIk). In our experiments (as dis-
cussed in Section 6), we ran BUS to generate summaries of
2An individual summary is covered ; if it is more specific tharC; sizes ranging from the size of the data itself down to 5. The

ks is a trade-off parameter which determines which
entity to favor — higher compaction gain or lower informa-
tion loss. A low value okg favors very specific candidate
summaries which result in lower information loss, while
a higher value foks favors more general candidate sum-
maries which cause a higher compaction gain.

DEFINITION 6. (Size of a Candidat¢ Size of a candi-
date,C; [Q, is defined assizec; = # individual summaries in
Sc, the current summary, which are cove?rdw Ci.

Let the individual summaries i8. covered byC; be
{S1,S,,... ,Ssizeci}. Note that each of these individual
summaries can be either transactions or candidates.




time taken for a dataset of size 8459 was under 5 minutes | featurename [ weight |

and for a dataset of size 2903, it was under 2 minutes, with SSOUVCGP'F’t 3(-)5
. ource Por!
a support threshold of 2 transactions. Destination IP 35
Destination Port 2
; H Protocol 0.1
6 Experimental Evaluation And Results TimetoLive(t) | o1
TCP Flags 0.1
In this section we present the performance of our pro- Number of Packets 0.3
posed algorithms on network data. We compare the perfor- Number of Bytes | 0.3
. . Window Size 0.1
mance of BUS with the clustering based approach to show
that it performs better in terms of achieving lower infor-  Taple 7. Different features and their weights used for ex-
mation loss for a given degree of compaction. We also il-  periments.
lustrate the summaries obtained for different algorithms t
make a qualitative comparison between them. The algo-
rithms were implemented in GNU-C++ and were run on the
Linux platform on a 4-processamtel-i686 machine. scheme used for evaluating the information loss incurred by
a summary. We then summarized the clusters as explained
6.1 Input Data in Section 4. For BUS, we present the results using frequent

itemsets generated by tlagriori algorithm with a support
We ran our experiments on two different artificial threshold of 2 as the candidates. The BUS algorithm was
datasets generated by DARPA [14] and SKAION corpora- executed with initial value oks = 0 and the increment,
tion [1] for the evaluation of intrusion detection systems. 9 = 0.1. The different features in the data and the weights
The DARPA dataset is publicly available and has been usedused are given in Table 7. These weights reflect the typical
extensiveiy in the data mining Community as it was used relative importance given to the different features by net-
in KDD Cup 1999. The SKAION data was developed as Work analysts. The continuous attributes in the data were
a part of the ARDA funded program on information assur- discretized usingqual depth binningechnique with a fixed
ance and is available only to the investigators involvetiin t ~ number of intervals (= 75).
program. Both these datasets have a mixture of normal and Figures 2(b) and 2(f) show the ICC curves for the
attack traffic. The SKAION dataset had 8459 flows. The clustering-based algorithm and BUS on the DARPA and
DARPA dataset was a subset of the week 4, Friday, train- SKAION data sets respectively. From the two graphs we
ing data containing only attack related traffic correspogdi  can see that BUS performs better than the clustering-based
to the following attacks warezclient, rootkit, ffb, ipsweep, approach. We also observe that the difference in the curves
loadmoduleandmultinop The size of this dataset was 2903 for each case reflects tHef score distribution for each
flows. dataset. In the SKAION dataset there are a lot of outliers
Both these datasets exhibit different characteristics in which are represented poorly by the clustering-based ap-
terms of data distribution. Figure 2(a) gives the distiitmut ~ proach while BUS handles them better. Hence the differ-
of the lof (local outlier factor) score (see [5]) for the trans- ence in the information loss is very high. In the DARPA
actions in the SKAION dataset. THef score reflects the dataset, most of the transactions belong to well-defined
outlierness of a transaction with respect to its neareghnei  clusters which are represented equally well by both the al-
bors. The transactions which belong to tight clusters tendgorithms. Thus, the difference in information loss for the
to have lowlof scores while outliers have higdbf scores.  two algorithms is not very high in this case.
For the SKAION dataset we observe that there are a lot of ~ To further strengthen our argument that clustering tends
transactions which have high outlier scores. Tbledis- to ignore the infrequent patterns and outliers in the daga, w
tribution for the DARPA dataset in Figure 2(e) shows that plot the information loss for transactions which have lost
most of the transactions belong to tight clusters , and only aa lot of information in the summary. Figure 2(c) shows
few transactions are outliers. the difference in the ICC curves for the transactions in the
DARPA dataset which have lost more than 70% informa-
6.2 Comparison of ICC curves for the clustering-  tion. The graph shows that for BUS, none of the trans-
based algorithm and BUS actions lose more than 70% information till a compaction
gain of about 220, while for the clustering based approach,
We ran the clustering based algorithm by first generat- there are considerable number of transactions which are
ing clusters of different sizes using t.UTO hierarchi- very poorly represented even for a compaction gain of 50. A
cal clustering package [13]. For finding the similarity be- similar result for the SKAION dataset in Figure 2(g) shows
tween transactions, the features were weighted as per thé¢hat BUS generates summaries in which very few transac-
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Figure 2. Figures (a) — (d) present results for the DARPA dataset, Figures ((&) present results for SKAION dataset. (a,e)
Distribution of lof scores. (b,f) ICC Curve for the clustering based algorithms and BtJ§) Sum of the Information Loss for
transactions that have lost more than 70 % of information. (d,h) Sunedhformation Loss for transactions that have lost less than
70 % information.

tions have a high loss, which is not true in the case of the client, laodmoduleandffb attacks which involve illegaftp
clustering based approach. transfers Ss represents traffic on port 23 which correspond
Figure 2(d) shows the difference in the ICC curves for to therootkit and multihop attacks. The rest of the sum-

each algorithm for the transactions which have lost less tha maries,S7-S19, do not have enough information as most of
70% of information for the DARPA dataset. This plot il- the features are missing. These cover most of the infrequent
lustrates the difference in behavior of the two algorithms patterns and the outliers which were ignored by the cluster-
in terms of summarizing the transactions which belong to ing algorithm. Thus we see that the clustering based algo-
some frequent pattern in the data. The clustering basedithm manages to bring out only the frequent patterns in the
approach represents these transactions better than BUS. Mata. The summary obtained from BUS gives a much bet-
similar result can be seen for the SKAION dataset in Figure |

[ size | src IP [ sPort [ dstiP | dPort [ proto [ packets [ bytes |

Z(h). S1 513 = 0 i 0 icmp 18] [28,28]
82 51 172.16.112.50 20 ok ok tcp ok ok
2 | 1 oo R TR B
6 3 | ) A | ) fS ) Sa 362 | 197.218.177.69 | 20 ok e tcp [5,5] e
| e | e | B
. Qualitative Analysis of Summaries S | s | eaenseras| w | m | B @I
| sor ol I B O
T | e O I I O
. . . . . I U I I O
In this section we illustrate the summaries obtained by | siy | 1 s | | e | g |

running the clustering based algorithm (see Table 8), and

BUS using frequent itemsets (see Table 9) on the DARPA ~ Table 8. A size 10 summary obtained for DARPA

dataset described above. This dataset is comprised of dif- dataset using the clustering based algorithm. Information

ferent attacks launched on the internal network by several L0ss=23070.5

external machines. The tables do not contain all the fea-

tures due to the lack of space. However, the information ter representation of the data. Almost all the summaries in

loss was computed using all the features shown in Table 7. this case contain one of the IPs (which have high weights),
In the summary obtained from the clustering based ap-which is not true for the output of the clustering-based algo

proach, we observe th&; andSz correspond to the&emp rithm. Summarie$; andS; represent théb andloadmod-

andudptraffic in the data. Summarie%,, S, andSg rep- ule attacks since they are launched by the same source IP.

resent thdtp traffic on port 20, corresponding to therez- Thewarezclientattack on port 21 is represented y. The
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